
PyTorch Essential Training
with Jonathan Fernandes (LinkedIn Learning)

⇨ Part One: Working with the FMNIST dataset

# Setting seeds to try and ensure we have the same results - this is not guaranteed acr
import torch 
torch.manual_seed(0) 
torch.backends.cudnn.deterministic = True 
torch.backends.cudnn.benchmark = False 
from torchvision import datasets, transforms 
import torch.nn.functional as F 
from torch import nn 
from torch import optim 
 
import numpy as np 
np.random.seed(0) 

%%capture 
mean, std = (0.5,), (0.5,) 
 
# Create a transform and normalise data 
transform = transforms.Compose([transforms.ToTensor(), 
                                transforms.Normalize(mean, std) 
                              ]) 
 
# Download FMNIST training dataset and load training data 
trainset = datasets.FashionMNIST('~/.pytorch/FMNIST/', download=True, train=True, trans
trainloader = torch.utils.data.DataLoader(trainset, batch_size=64, shuffle=True) 
 



class FMNISTFMNIST(nn.Module): 
  def __init____init__(self): 
    super().__init__() 
    self.fc1 = nn.Linear(784, 128) 
    self.fc2 = nn.Linear(128,64) 
    self.fc3 = nn.Linear(64,10) 
     
  def forwardforward(self, x): 
    x = x.view(x.shape[0], -1) 
     
    x = F.relu(self.fc1(x)) 
    x = F.relu(self.fc2(x)) 
    x = self.fc3(x) 
    x = F.log_softmax(x, dim=1) 
     
    return x 
 
model = FMNIST()

→ class Module()class Module() and forward()forward():

Explained in further detail several cells down.

class Module(builtins.object) 
   Module() -> None 

Base class for all neural network modules. Your models should also subclass this class. Modules can also contain
other Modules, allowing to nest them in a tree structure. You can assign the submodules as regular attributes::

import torch.nn as nn 
import torch.nn.functional as F 

class Model(nn.Module): 
  def __init__(self): 
      super().__init__() 
      self.conv1 = nn.Conv2d(1, 20, 5) 
      self.conv2 = nn.Conv2d(20, 20, 5) 
    def forward(self, x): 
      x = F.relu(self.conv1(x)) 
      return F.relu(self.conv2(x)) 

Submodules assigned in this way will be registered, and will have their parameters converted too when you call
:meth: to , etc.

# Download FMNIST test dataset and load test data 
testset = datasets.FashionMNIST('~/.pytorch/FMNIST/', download=True, train=False, trans
testloader = torch.utils.data.DataLoader(testset, batch_size=64, shuffle=False)



note: As per the example above, an __init__()  call to the parent class must be made before assignment on the
child.

forward = _forward_unimplemented(self, *input: Any) -> None 

De�nes the computation performed at every call. Should be overridden by all subclasses. note: Although the recipe
for forward pass needs to be de�ned within this function, one should call the class: Module  instance
afterwards instead of this since the former takes care of running the registered hooks while the latter silently
ignores them.

criterion = nn.NLLLoss() 
optimizer = optim.SGD(model.parameters(), lr=0.01) 
 
num_epochs = 3 
 
for i in range(num_epochs): 
    cum_loss = 0 
 
    for images, labels in trainloader: 
        optimizer.zero_grad() 
        output = model(images) 
        loss = criterion(output, labels) 
        loss.backward() 
        optimizer.step() 
         
        cum_loss += loss.item() 
      
    print(f"Training loss: {cum_loss/len(trainloader)}")

Training loss: 1.0341349944059275 

Training loss: 0.5616475172769795 

Training loss: 0.4920067817036277 

%matplotlib inline 
import matplotlib.pyplot as plt 
 
images, labels = next(iter(testloader)) 
 
test_image_id = 23 
img = images[test_image_id].view(1, 784)  
 
with torch.no_grad(): 
    logps = model(img)

ps = torch.exp(logps) 
nps = ps.numpy()[0] 
FMNIST_labels = ['T-shirt/top','Trouser','Pullover','Dress','Coat','Sandal','Shirt','Sp



<BarContainer object of 10 artists>

def denormalizedenormalize(tensor): 
  tensor = tensor*0.5 + 0.5 
  return tensor 
   
img = img.view(28,-1) 
img = denormalize(img) 
plt.imshow(img,cmap='gray')

<matplotlib.image.AxesImage at 0x7fb210c4df90>

Let's get a general intuition of our neural network problem and what we are trying to achieve. In later videos we'll
get into the details of how everything works under the hood. So we start off with the original image which is a 28
by 28 gray scale image. And as you can see this is an image of an ankle boot. Now gray scale images have values
between 0 and 255. The grid of numbers is a numeric representation of the 28 by 28 image. Now if you squint your
eyes, you should be able to make out the image of the ankle boot in the grid of numbers. The zeros correspond to
black and the closer you get to 255, the whiter the image is in that section. So we take the 28 by 28 image, row by
row, and �atten it. So we're taking the �rst row, we then concatenate the second row, we then concatenate the
third row to the �rst and second row, and so on. At the end of this �attening process, we have one long row which
has 784 numbers.

plt.xticks(np.arange(10),labels=FMNIST_labels,rotation='vertical') 
plt.bar(np.arange(10), nps)



So let's get an overview of what our neural network looks like. So we start off with 784 input nodes and each of
these nodes correspond to a pixel of the image. We then have two hidden layers with 128 nodes and 64 nodes with
ReLu in brackets. The �nal output layer has 10 nodes and uses the LogSoftmax function. Now remember that
Zalando's Fashion-MNIST dataset has 10 classes, so if you wanted to know the probability that the neural network
predicts it's one of the different classes, you can just do an exponent to the LogSoftmax.

 
So the higher the probability, the more likely the neural network predicts that that image belongs to that class of
objects. The input layer needs to be 784 nodes because these are the number of pixels in the input image. Similarly,
the output layer has to have 10 nodes because there are 10 classes in the Fashion-MNIST dataset. So why use
128 nodes and 64 nodes in the middle? Well, these are arbitrary numbers that I've selected.

What if instead, we used 784 nodes for hidden layer one and hidden layer two? In a fully connected neural network,
each node connects to every other node. So when we start to train our neural network, we adjust the weights or



parameters from each node in one layer to another. This means, for a network with 784 nodes for hidden layer one
and hidden layer two, we have almost 1.24 million parameters that have to be tracked.

Let's look at the calculation for just the �rst section. The input layer has 784 nodes going to a hidden layer of 784
nodes. So the total number of weights is 784 times 784 which is 614,656. Now each of the layers on the right will
have one bias per node and since there are 784 nodes in the hidden layer, that's an additional 784 nodes. So that's
how we get a total of 615,440.  

Now our neural network is actually pretty small so increasing the number of nodes per layer won't make PyTorch
work signi�cantly slower to make these calculations. You'll also �nd that there isn't a signi�cant difference in the
accuracy overall. Another hyper parameter or option in your neural network that you can try and adjust is adding
more hidden layers. So why only have two? What if you have �ve or 10 or 20? Well �rstly, there's a trade-off
calculation that you need to make. Are you getting much better accuracy for a neural network where you have
millions more parameters and it takes longer to train?

Now let's look at some of the terms you've had in brackets:

ReLu stands for recti�ed linear unit, and is a type of activation function.

So far, our layers have been linear functions. Now if we had a whole load of linear functions then we could just
replace them all with a single linear function layer. Now that's no good. The purpose of this activation function is
to introduce some non-linearity into our model. What do we mean by that?  

Now let's say that we can plot three of the Zalando classes in 3D, just so we can visualize the problem. So let's plot
all of the ankle boots, the sports shoes, and sandals. Now if this was a linearly separable problem, then we could
draw a couple of planes and the planes would separate each of the different classes. Now the problem is that
some of the ankle boots look quite similar to the sport shoes and some of the sport shoes look quite similar to the
sandals. So you'll �nd that most problems are more complex than linear problems. And this is why non-linear
activation functions allow the nodes to learn more complex structures in an image. So visually, this is what ReLu
looks like. And mathematically, it is de�ned as take whichever value is greater, 0 or the value of x.



The �nal layer that we have is a LogSoftmax. So we're in a position to train our model to distinguish between the
10 different classes. Now if you wanted to determine the actual probability for each of the individual classes, you
could just do an exponent to the LogSoftmax. Now if you're wondering, "Why do we use LogSoftmax as the �nal
layer?"

Now when we create the class FMNIST, instead of writing all new code, the new class is to be formed initially by
inheriting the attributes and methods of a previously de�ned base class, or superclass in PyTorch. This superclass
is called nn.Module . This means that our class FMNIST  is a derived class or subclass. What I can then do is
after inheriting the nn.Module,  I can then customize it to meet my needs.



In Python object-oriented programming, whenever you create a new object, it initializes its data by calling the class'
init method. And you'd often �nd that the __init__  is pronounced dunder init, and dunder is short for double
underscore. Each new class you create can provide a dunder init method that speci�es how to initialize an object's
data attributes. And when you call a method for a speci�c object, Python implicitly passes a reference to that
object as the method's �rst argument. For this reason, all the methods of a class must specify at least one
parameter. By convention, most Python programmers call a method's �rst parameter self. So a class method must
use the reference self to access the object's attributes and other methods.

Now because FMNIST  is a subclass of the nn.Module , the �rst thing we need to do in the __init--  method
is to make a call to the nn Module 's __init__  method. We do that by using a call to the superfunction
followed by the __init__ .

Next, you declare all the layers you want to use. So this is the set of linear layers. So let's take a look at the �rst
fully connected layer, or fc1  for short. It has 784 nodes going to 128 nodes. And fc2  has 128 as the input and
64 as the output, and so on. So let's dig a little deeper into what exactly nn.Linear  is doing.



We have 784 inputs and they go into the 128 outputs in the hidden layer. So if we take a Pixel 1 to start with, Pixel 1
is multiplied by weight w1 , and then a Bias b1  is added. To start off with, weights w1  and the bias will be
assigned a random value. So what nn.Linear  is doing is creating a linear transformation of the from wx + b.
And nn.Linear  automatically creates the weight and the bias tensors.

The forward class in PyTorch is really important because this is where you de�ne how your model is going to be
run, from getting the input, all the way to predicting which class the image belongs to.

Now, many of the methods that we need, such as relu and softmax, have already been implemented in PyTorch
and are in torch.nn.function . So we don't need to reinvent the wheel. In PyTorch nomenclature, you import
torch.nn.functional as F .

So how is the __init__  class different from the forward method? In the __init__  class, we have de�ned the
fully connected layer fc1 has 784 nodes going to 128 nodes. Here in the forward()  method, we are de�ning the
exact order of the different layers of the neural network model. So in the �rst line, we �atten the image so that it is
784 pixels long, we then provide as input, 784 nodes to the fully connected linear layer, and this connects to 128
output nodes. We can then run this output through a relu function. Fc2  has 128 input nodes and that goes to 64
output nodes, and so on.

Now that we're done, we want to create an object of the MNIST class that we've just created. In object-oriented
programming, you can do that by declaring model = FMNIST . Now that we have a high level view of our neural
network class, we look at tensors, which are the building blocks of PyTorch.

⇨ Part Two: Tensors
→ zeros()zeros()



Create a tensor with all values of 0 of the dimensions passed to the function.

zero_tensor = torch.zeros(4, 3)

zero_tensor

tensor([[0., 0., 0.], 
        [0., 0., 0.], 
        [0., 0., 0.], 
        [0., 0., 0.]])

→ size()size() and shapeshape
Get the dimensions of a tensor. ( shape  is a Numpy-like alias for size() .)

zero_tensor.size()

torch.Size([4, 3])

zero_tensor.shape

torch.Size([4, 3])

→ randn()randn() and randn_like()randn_like()
In a neural network, when you initially de�ne weights, you start out with random weights from the standard
normal distribution: a mean of 0 and standard deviation of 1.

randn()randn()  to create an original tensor of random values with a standard normal distribution.

or

randn_like()randn_like()  to create a tensor with these values but of the shape (same dimensions) of another tensor.

random_tensor = torch.randn(4, 3)

random_tensor

tensor([[ 1.5410, -0.2934, -2.1788], 
        [ 0.5684, -1.0845, -1.3986], 
        [ 0.4033,  0.8380, -0.7193], 
        [-0.4033, -0.5966,  0.1820]])

random_like_tensor = torch.randn_like(random_tensor)

random_like_tensor

tensor([[-0.8567,  1.1006, -1.0712], 
        [ 0.1227, -0.5663,  0.3731], 



        [-0.8920, -1.5091,  0.3704], 
        [ 1.4565,  0.9398,  0.7748]])

→ fill_()fill_()
This will �ll and change a tensor in place. In PyTorch, any function that mutates a tensor in place has an
underscore following its name.

So I can change my zero_tensor  from above in place:

zero_tensor.fill_(3)

tensor([[3., 3., 3.], 
        [3., 3., 3.], 
        [3., 3., 3.], 
        [3., 3., 3.]])

zero_tensor

tensor([[3., 3., 3.], 
        [3., 3., 3.], 
        [3., 3., 3.], 
        [3., 3., 3.]])

→ view()view()
This is used to reshape a tensor. We will do this with zero_tensor , which has 12 elements and can be reshaped
using view()  in the following ways:

new_shape01 = zero_tensor.view(3, 4) 
new_shape01

tensor([[3., 3., 3., 3.], 
        [3., 3., 3., 3.], 
        [3., 3., 3., 3.]])

new_shape02 = zero_tensor.view(6, 2) 
new_shape02

tensor([[3., 3.], 
        [3., 3.], 
        [3., 3.], 
        [3., 3.], 
        [3., 3.], 
        [3., 3.]])

new_shape03 = zero_tensor.view(2, 6) 
new_shape03

tensor([[3., 3., 3., 3., 3., 3.], 



        [3., 3., 3., 3., 3., 3.]])

We can also use the -1  argument and let PyTorch �gure out the second dimension:

new_shape04 = zero_tensor.view(3, -1) 
new_shape04

tensor([[3., 3., 3., 3.], 
        [3., 3., 3., 3.], 
        [3., 3., 3., 3.]])

new_shape05 = zero_tensor.view(2, -1) 
new_shape05

tensor([[3., 3., 3., 3., 3., 3.], 
        [3., 3., 3., 3., 3., 3.]])

→ numpy()numpy()
Used to convert a tensor to a NumPy array. NOTE: if the torch tensor is on the CPU, the torch tensor and NumPy
array will share memory locations, and changing one will change the other.

new_shape05.numpy()

array([[3., 3., 3., 3., 3., 3.], 
       [3., 3., 3., 3., 3., 3.]], dtype=float32)

type(new_shape05)

torch.Tensor

⇨ Part Three: Training the Neural Network
So let's get an intuitive understanding of what we're doing when training the network. What we do is to take the
entire training data set and divide them up into batches. We then pass the batch of images with labels to the
neural network. In our example, this is a batch of 64 fashion MNIST images from the ten classes and labels. These
labels state which class the images belongs to.



So let's take a look at one of these batches. The weights, represented by W in the diagram contain information that
the neural network has learned from the fashion MNIST data set that passes through. Initially, the weight matrices
are �lled with random values. This is our starting point. The weights are then gradually adjusted based on a
feedback signal. So training a neural network is adjusting the value of these weights.

So it's not only one batch of images and lables that would cause the weights to be adjusted, but all of the batches
in the training data set will result in an adjustment.



One iteration over all of the training data is called an epoch. At the beginning of the training, and after one or two
epochs, there is still progress to be made. The neural network hasn't modeled all of the patterns in the training
data. You can see this because the average loss that we measure for each epoch continues to decrease. What you
�nd, is that after a certain number of iterations over the training data, the model starts to get good at learning
patterns that are speci�c to the training data, but might not be relevant to new data.

So the overall steps that we take in training are: Take a batch of sample images and corresponding targets. We run
this batch through the neural network to see what predictions the neural network provides. This is known as a
forward pass. We then calculate the loss of the neural network for that batch. We do this by measuring the
mismatch between what the neural network predicted, and the labels or targets, which are the actual values. We
then update the weights of the neural network, so that it slightly reduces the loss of the batch.



Let's take a look at the code, so that we can see where we're doing this. We only run three epochs, or three runs,
through the training data. You can increase this to �ve, or ten, or twenty, and you should see that the neural
network continues to improve. I've kept it at three, so you don't have to wait too long, and I've found the neural
network is still reasonably accurate. Now the variable, cum_loss, short for cumulative loss, is just a tracker for the
total amount of loss for each of the batches. We then print out the average training loss at the end of each epoch.

So we take a batch of images and the corresponding targets or labels from train loader. We also zero out gradients
at the start of each epoch. We'll look at gradients in a couple of minutes. We run this batch through the neural
network, to see what predictions the neural network provides, and we then calculate the loss off the neural
network for that batch. This is measuring the mismatch between what the neural network predicted, which is
stored in the variable output, and the labels or targets, which are the actual values. And �nally, we update the
weights of the neural network.

→ Loss:



The model that we've created isn't smart. It doesn't know what sport shoes are, or trainers, or ankle boots and it
can't tell the difference between them. So we take an image of an ankle boot as our input, it passes through our
model and we get a prediction. Now what makes Neural Network special is that we can train it so that whenever
you provide an ankle boot as an input, it learns this. The way we do this is to train it with loads of ankle boot
images so that it gets good at this. There's got to be someway where whenever we pass an image of ankle boots it
predicts ankle boots as the output. And when we pass it an image of a sport shoe, it predicts the sport shoe and
not ankle boots or a bag or a dress as the output.

This is known as a loss function or a criterion. So a loss function takes as input what the model predicts and the
actual correct output and computer value that estimates how far away the prediction is from the actual value.
There are several different loss functions available by default from PyTorch.

Now this table is really helpful to try and determine what loss function we should be using. When working with a
fashion administrator said we're working on a multiclass, single-label classi�cation. This is because there are ten
classes and each of the images will only have one of the classes of images in it. So this means we need to use
categorical crossentropy as our loss function and softmax should be the activation of the last layer.



Now if you go to the pytorch documentation and look under the loss function for CrossEntropyLoss, it says "This
criterion combines nn.LogSoftmax()  and nn.NLLLoss() in one single class." Now nn.LLLoss()  is negative
log likelihood loss. Now this is an incredibly important statement and we'll �nd out why in a couple of minutes.

So let's head over to Softmax  and see what's available to us there. And the Softmax documentation it says, it
applies the Softmax function to an n-dimensional input tensor rescaling them so that the elements of the n-
dimensional output tensor lies in the range (0,1) and sum to 1. Now that's brilliant because that means that the
output tensor is the probability of that loss.

Now there is an interesting note at the bottom of this documentation and it says, "this module doesn't work
directly with NLLLoss, which expects the Log to be computed between the Softmax and itself. Use LogSoftmax
instead." So we've seen NLLLoss referenced in the CrossEntropy section so let's check out LogSoftmax in the
documentation.



So LogSoftmax  apples the Log(Softmax(x))  function to an n-dimensional input tensor. And the
LogSoftmax  formulation can be simpli�ed as and we have a formula there. Now the LogSoftmax  seems pretty

useful. Now all we're after is the softmax function. Why can't we just use it and then do a log of it? Why all the
fastwood discombined LogSoftmax function? Now this would be a fair question and if we dig a little deeper into
the pytorch source code, we �nd these interesting comments.

Now this comment is under the de�nition of the LogSoftmax and it says,

while mathematically equivalent to log(softmax(x)), doing these two operations separately is slower,
and numerically unstable. This function uses an alternative formulation to compute the output and
gradient correctly.

→ Criterion:
So we could either use the CrossEntropyLoss  as our criterion or we could use the NLLLoss , the Negative Log
Likelihood Loss. In terms of code, you specify either one of them as the criterion.

criterion = nn.NLLLoss()  
vs. 
criterion = nn.CrossEntropyLoss()  

However, when it comes to actually de�ning our Neural Network things are a little different. If you've decided to
use CrossEntropyLoss  as your loss function, then we don't need to use the LogSoftmax  activation in the
�nal year.



You can see that the forward function doesn't have the LogSoftmax  function. This is because as we learned
earlier, in pytorch's implementation of CrossEntropy , this includes LogSoftmax  and the negative log likelihood
loss function in one single class. The LogSoftmax  function is already done for you.

If on the other hand you use the negative log likelihood loss as your criterion, then we explicitly specify that the
LogSoftmax  as the activation for the �nal layer. Now because I want to be explicit about each of the layers in the

Neural Network, I've chosen to use the log likelihood loss and the LogSoftmax  combination in this course.

So if you want to minimize the loss then we need to adjust the parameters of the network . Now one of the things
the we do have control over are the weights shown as W in the diagram. So our goal is to try and determine some
way to adjust the weights so the loss is minimized. And if the loss is minimized, then our prediction and the actual
value will be closer together and our model would be more accurate. We do this using a process called gradient
descent. Pytorch it use this using autograd  and we look at this next.

→ Autograd:



Now let's say the vertical axis in the diagram represents our loss function and the other axes are model
parameters, so weight one and weight two. So we start at the upper most point of the black line and our goal is to
get the minimum of the loss function. And we do that by making calculations and �nally ending up at the bottom
of the black line. If you're taken calculus, it's a really helpful tool to help us �nd the minimum or the lowest point of a
function.

Now it so happens that the loss function is differentiable, so this means we can compute the gradient of the loss
with regards to the weights of the model. The challenge we have is that every weight coe�cient in your network
will have its own dimension. Now in a typical neural network, there are thousands, if not millions of coe�cients.
This means that this can very quickly become a computationally challenging problem. This is where the magic of
PyTorch's Autograd comes in. It takes away the complicated mathematics of having to calculate the gradient for
multiple dimensions and automatically does it for you in a computationally e�cient way.

In the forward pass, we calculate the loss. In the backward pass, we calculate the gradient of the loss with respect
to each of the weights.

model_02 = nn.Sequential(nn.Linear(784, 128), 
                      nn.ReLU(), 
                      nn.Linear(128, 64), 
                      nn.ReLU(), 
                      nn.Linear(64, 10), 
                      nn.LogSoftmax(dim=1))

model_02[0]

Linear(in_features=784, out_features=128, bias=True)



Now another way to represent the same network is to use PyTorch's nn.Sequential , so instead of using
classes, I'm de�ning exactly the same neural network but this time using nn.Sequential . So model zero then
you can see that this corresponds to the �rst line here with in_features  of 784 and out_features of 128. And I
can do exactly the same thing and see that the next layer is actually the ReLU and so on.

images, labels = next(iter(trainloader)) 
images = images.view(images.shape[0], -1)

criterion = nn.NLLLoss()

print('Initial weights : ',model_02[0].weight)

Initial weights :  Parameter containing: 

tensor([[ 0.0224, -0.0068, -0.0070,  ..., -0.0130, -0.0116, -0.0270], 

        [-0.0253,  0.0014, -0.0212,  ...,  0.0248,  0.0310,  0.0267], 

        [-0.0106, -0.0081,  0.0278,  ...,  0.0194, -0.0175,  0.0087], 

        ..., 

        [-0.0081, -0.0222, -0.0260,  ...,  0.0086,  0.0158, -0.0223], 

        [ 0.0249,  0.0094,  0.0280,  ..., -0.0165, -0.0281,  0.0086], 

        [-0.0230,  0.0339,  0.0253,  ..., -0.0215, -0.0233,  0.0151]], 

       requires_grad=True) 

print('Initial weights gradient : ',model_02[0].weight.grad)

Initial weights gradient :  None 

So these are initial weights gradients. And you can see that the initial weights gradients is None . Now let's do a
forward pass, calculate the loss and then do a backward pass.

output = model_02(images) 
loss = criterion(output, labels) 
loss.backward() 
print('Curren weights : ',model_02[0].weight) 
print('Current weights gradient : ',model_02[0].weight.grad) 
        

Curren weights :  Parameter containing: 

tensor([[ 0.0224, -0.0068, -0.0070,  ..., -0.0130, -0.0116, -0.0270], 

        [-0.0253,  0.0014, -0.0212,  ...,  0.0248,  0.0310,  0.0267], 

        [-0.0106, -0.0081,  0.0278,  ...,  0.0194, -0.0175,  0.0087], 

        ..., 

        [-0.0081, -0.0222, -0.0260,  ...,  0.0086,  0.0158, -0.0223], 

        [ 0.0249,  0.0094,  0.0280,  ..., -0.0165, -0.0281,  0.0086], 

        [-0.0230,  0.0339,  0.0253,  ..., -0.0215, -0.0233,  0.0151]], 

       requires_grad=True) 

Current weights gradient :  tensor([[ 0.0023,  0.0023,  0.0023,  ...,  0.0022,  0.0023, 



0.0023], 

        [ 0.0012,  0.0012,  0.0012,  ...,  0.0012,  0.0012,  0.0012], 

        [-0.0002, -0.0002, -0.0002,  ..., -0.0002, -0.0002, -0.0002], 

        ..., 

        [-0.0005, -0.0005, -0.0005,  ..., -0.0005, -0.0005, -0.0005], 

        [-0.0029, -0.0029, -0.0029,  ..., -0.0030, -0.0029, -0.0029], 

        [-0.0006, -0.0006, -0.0006,  ..., -0.0004, -0.0006, -0.0006]]) 

You can see that the weights are exactly the same but now the gradients have been automatically calculated. Now
this is the work done by Autograd. Now just for the �rst layer that is a tensor of 784 by 128 gradients have been
calculated on the �y.

You can check out of some of the other linear layers and the gradients calculated by Autograd.

Now activation functions such as ReLU don't have any weights associated with them. Their role is to add
nonlinearity to the neural network. So model one is our ReLU function and you can that there are no weight values
associated with model one. In the same way, model two is our linear function and you can see that there are
weights associated with layer two and there are gradients associated with that layer.

→ Autograd with Tensors:
So remember that Autograd is used for automatically calculating the gradients of tensors. Now Autograd works
by keeping track of operations performed on tensors, and then going backwards through these operations,
calculating gradients along the way. And to make sure PyTorch keeps track of operations on a tensor and
calculates the gradients, you need to set the requires grad equals true on a tensor. So you can do this when you
create your tensor with the requires grad keyword

w = torch.randn(4,3,requires_grad=True)

w

tensor([[-0.7699, -0.3749,  1.0079], 
        [ 0.8329, -1.2478, -0.3937], 
        [ 0.3673, -0.0066,  0.3351], 
        [ 0.0319,  0.0129, -0.9516]], requires_grad=True)

➸ requires_grad()requires_grad():

w.requires_grad_(False) 
w

tensor([[-0.7699, -0.3749,  1.0079], 
        [ 0.8329, -1.2478, -0.3937], 
        [ 0.3673, -0.0066,  0.3351], 
        [ 0.0319,  0.0129, -0.9516]])

w.requires_grad_(True)

tensor([[-0.7699, -0.3749,  1.0079], 



        [ 0.8329, -1.2478, -0.3937], 
        [ 0.3673, -0.0066,  0.3351], 
        [ 0.0319,  0.0129, -0.9516]], requires_grad=True)

➸ torch.exp()torch.exp():

y = torch.exp(w) 
print(y)

tensor([[0.4631, 0.6874, 2.7398], 

        [2.2999, 0.2871, 0.6746], 

        [1.4439, 0.9934, 1.3981], 

        [1.0324, 1.0130, 0.3861]], grad_fn=<ExpBackward0>) 

➸ grad_fn()grad_fn():

And you can see that y  is an exponent operation because you can see that y  is torch e  to the w . Now if I print
the gradient function of y  so that's print y.grad_fn , the Autograd module keeps track of these operations and
knows how to calculate the gradient for each one.

print(y.grad_fn)

<ExpBackward0 object at 0x7fb2089318d0> 

Now if we de�ne another operation to get a scalar value, so let's call that tensor outp .

outp = y.mean() 
print(outp)

tensor(1.1182, grad_fn=<MeanBackward0>) 

Now if we check the gradients of w , we'll �nd that they're currently empty. Now that's because we haven't run the
backward function yet.

print(w.grad)

None 

➸ backward()backward():

Now when we call backward()  on the output tensor, that's when the gradients are calculated. Now this
calculates the gradient of outp with respect to w .

outp.backward()

And you can see that Autograd has automatically calculated the gradients for w .

print(w.grad)



tensor([[0.0386, 0.0573, 0.2283], 

        [0.1917, 0.0239, 0.0562], 

        [0.1203, 0.0828, 0.1165], 

        [0.0860, 0.0844, 0.0322]]) 

➸ detach()detach():

To stop a tensor from tracking history, you can call the detach()  method to detach it from the computation
history and to prevent future computations from being tracked. You might want to prevent tracking history when
you want to evaluate a model because the model may have trainable parameters. So that's when you have the
requires grad �ags set to true, but for whatever reason, you don't need the gradients calculated.

print(w.detach())

tensor([[-0.7699, -0.3749,  1.0079], 

        [ 0.8329, -1.2478, -0.3937], 

        [ 0.3673, -0.0066,  0.3351], 

        [ 0.0319,  0.0129, -0.9516]]) 

print(outp.requires_grad) 
 
with torch.no_grad(): 
  outp = (w+y).mean() 
   
print(outp.requires_grad)  

True 

False 

→ Optimizers:
Let's talk about optimizers. So, now that you've de�ned your network architecture and the loss function, the job of
the optimizer is to determine how the network will be updated based on the loss function. So, the optimizer uses
the loss values to update the network's weights. It implements a variant of stochastic gradient descent or SGD.

Now, PyTorch makes working with an optimizer pretty straight forward with the torch.optim  package. Most of
the commonly used methods are already supported. Before we look at torch.optim , let's take a look at our
training steps.



And this updates the weights of the parameters using the previous weight of the parameter and then subtracting
the learning rate, multiplied by the gradient of the loss with respect to the weight.

Now, one really important thing to remember when using PyTorch is to zero out the gradients. Now, if you think of
a single weight in your network, remember if you think through the steps that we are trying to achieve. We run a
forward pass, calculate the loss, do a backward pass, compute the gradient of the loss with respect to the weight.
You'd only want to update the weight by an amount given by the optimizer for that batch. Any updates to the
weight for any other batch are meaningless. By default, when you do multiple backward passes with the same
parameters, the gradients are accumulated. So, this means, for each batch of data you'll want to zero out the
gradient using optimizer.zero_grad .

from torch import optim 
 
criterion = nn.NLLLoss() 
optimizer = optim.SGD(model.parameters(), lr=0.01)

output = model_02(images) 
loss = criterion(output, labels) 
loss.backward() 
print('Initial weights : ',model_02[0].weight) 
print('Initial weights gradient : ',model_02[0].weight.grad) 
        



Initial weights :  Parameter containing: 

tensor([[ 0.0224, -0.0068, -0.0070,  ..., -0.0130, -0.0116, -0.0270], 

        [-0.0253,  0.0014, -0.0212,  ...,  0.0248,  0.0310,  0.0267], 

        [-0.0106, -0.0081,  0.0278,  ...,  0.0194, -0.0175,  0.0087], 

        ..., 

        [-0.0081, -0.0222, -0.0260,  ...,  0.0086,  0.0158, -0.0223], 

        [ 0.0249,  0.0094,  0.0280,  ..., -0.0165, -0.0281,  0.0086], 

        [-0.0230,  0.0339,  0.0253,  ..., -0.0215, -0.0233,  0.0151]], 

       requires_grad=True) 

Initial weights gradient :  tensor([[ 0.0046,  0.0046,  0.0046,  ...,  0.0044,  0.0046, 

0.0046], 

        [ 0.0025,  0.0025,  0.0025,  ...,  0.0023,  0.0025,  0.0025], 

        [-0.0004, -0.0004, -0.0004,  ..., -0.0004, -0.0004, -0.0004], 

        ..., 

        [-0.0009, -0.0009, -0.0009,  ..., -0.0009, -0.0009, -0.0009], 

        [-0.0058, -0.0058, -0.0058,  ..., -0.0060, -0.0058, -0.0058], 

        [-0.0011, -0.0011, -0.0011,  ..., -0.0009, -0.0011, -0.0011]]) 

➸ optimizer.step()optimizer.step():

And now, let's go ahead and update the weights using the step function of the optimizer.

optimizer.step()

print('Initial weights : ',model[0].weight) 
print('Initial weights gradient : ',model[0].weight.grad)

Initial weights :  Parameter containing: 

tensor([[-0.0244, -0.0178,  0.0027,  ...,  0.0078, -0.0255, -0.0077], 

        [ 0.0093, -0.0226,  0.0041,  ...,  0.0198,  0.0257,  0.0062], 

        [-0.0078, -0.0223,  0.0256,  ..., -0.0222, -0.0114, -0.0041], 

        ..., 

        [-0.0107,  0.0004,  0.0338,  ..., -0.0219, -0.0040,  0.0172], 

        [-0.0136, -0.0196,  0.0223,  ...,  0.0015, -0.0217, -0.0124], 

        [ 0.0185,  0.0009, -0.0112,  ..., -0.0038,  0.0314,  0.0100]], 

       requires_grad=True) 

Initial weights gradient :  tensor([[-0.0040, -0.0040, -0.0040,  ..., -0.0041, -0.0041, 

-0.0041], 

        [ 0.0018,  0.0018,  0.0018,  ...,  0.0008,  0.0010,  0.0017], 

        [ 0.0049,  0.0049,  0.0049,  ...,  0.0045,  0.0047,  0.0049], 

        ..., 

        [-0.0088, -0.0088, -0.0088,  ..., -0.0086, -0.0088, -0.0088], 

        [ 0.0023,  0.0023,  0.0023,  ...,  0.0024,  0.0022,  0.0022], 

        [ 0.0224,  0.0224,  0.0224,  ...,  0.0221,  0.0226,  0.0224]]) 



➸ optimizer.zero_grad()optimizer.zero_grad():

So you can see, that the weights have been updated ever so slightly. So in the second row for example, the last
entry is -0.0299. And after running the optimizer we can see that's been updated to -0.300. So now that we've
updated the weights, we don't want to accumulate the gradients. So let's zero them out

optimizer.zero_grad()

print('Initial weights : ',model[0].weight) 
print('Initial weights gradient : ',model[0].weight.grad)

Initial weights :  Parameter containing: 

tensor([[-0.0244, -0.0178,  0.0027,  ...,  0.0078, -0.0255, -0.0077], 

        [ 0.0093, -0.0226,  0.0041,  ...,  0.0198,  0.0257,  0.0062], 

        [-0.0078, -0.0223,  0.0256,  ..., -0.0222, -0.0114, -0.0041], 

        ..., 

        [-0.0107,  0.0004,  0.0338,  ..., -0.0219, -0.0040,  0.0172], 

        [-0.0136, -0.0196,  0.0223,  ...,  0.0015, -0.0217, -0.0124], 

        [ 0.0185,  0.0009, -0.0112,  ..., -0.0038,  0.0314,  0.0100]], 

       requires_grad=True) 

Initial weights gradient :  tensor([[0., 0., 0.,  ..., 0., 0., 0.], 

        [0., 0., 0.,  ..., 0., 0., 0.], 

        [0., 0., 0.,  ..., 0., 0., 0.], 

        ..., 

        [0., 0., 0.,  ..., 0., 0., 0.], 

        [0., 0., 0.,  ..., 0., 0., 0.], 

        [0., 0., 0.,  ..., 0., 0., 0.]]) 

And we can see that we've got the updated weights, but all of the gradients have been zeroed out.
 
Now what we want to do, is to put that through a loop. So I'm going to do a couple of things �rst, just to make sure
that the code looks like what you've seen before. Now, as we've demoed what happens at each of the layers, we
don't need the NN dot sequential anymore, so let's go back to our classes method. So we instantiate our FMNIST
class by doing a model equals FMNIST. And let's also change the number or epochs to one. And now I want to see
the loss for each batch, so I'm going to create a new batch underscore num variable and print out the loss per
iteration.

And I want to be able to print out the loss per iteration and the loss, via loss.item() . And let's also modify the
"for loop" to use the enumerate()  function to track the number of batches. If I want to enumerate the number of
batches with a trainloader, then I also need to specify that that's going to be stored in batch_num . And my
images and lables is stored in a tuple.

model = FMNIST() 
criterion = nn.NLLLoss() 
optimizer = optim.SGD(model.parameters(), lr=0.01) 
 
num_epochs = 1 



 
for i in range(num_epochs): 
    cum_loss = 0 
    batch_num = 0 
 
    for batch_num, (images, labels) in enumerate(trainloader, 1): 
        optimizer.zero_grad() 
        output = model(images) 
        loss = criterion(output, labels) 
        loss.backward() 
        optimizer.step() 
         
        cum_loss += loss.item() 
        #print(f'Batch: {batch_num} and loss: {loss.item()}') 
        
      
    print(f"Training loss: {cum_loss/len(trainloader)}")

So where does the number nine three eight for the number of batches come from? Well remember that the train
data set has sixty thousand images, and we've divided it up into sixty four batches. So this means, we have sixty
thousand divided by sixty four and that's nine hundred and thirty seven point �ve. So that's where you get the nine
hundred and thirty eight batches. And the �nal number that you see beside the trading loss, is the average loss for
all of the batches.

⇨ Part Four: Debugging
Now one of the huge bene�ts of PyTorch is that you can easily troubleshoot your network using regular Python
debuggers. If you haven't used a Python debugger before, it's very easy. Here are the main commands that you
need. If you want to enter at a speci�c point to the code, than you can use the set_trace method after importing it
from the core.debugger module. You can execute the current line of code and move on to the next line by typing n
for next. If you have multiple functions and you want to follow the logic of your program across several functions,
then step or s is what you want.

It can become very easy to not be able to see the wood for the trees, so the list command or l, helps to provide
context of which line you're at. You can also print out the values of variables and perform other Python operations
in the debugger. You can hit Enter to repeat the last command, and this is particularly useful when you're just
scrolling through some lines of code, line by line, with a next, and �nally, it's a q to quit.



class FMNISTFMNIST(nn.Module): 
  def __init____init__(self): 
    super().__init__() 

# Setting seeds to try and ensure we have the same results - this is not guaranteed acr
import torch 
torch.manual_seed(0) 
torch.backends.cudnn.deterministic = True 
torch.backends.cudnn.benchmark = False 
 
import numpy as np 
np.random.seed(0)

from torchvision import datasets, transforms 
import torch.nn.functional as F 
from torch import nn 
 
mean, std = (0.5,), (0.5,) 
 
# Create a transform and normalise data 
transform = transforms.Compose([transforms.ToTensor(), 
                                transforms.Normalize(mean, std) 
                              ]) 
 
# Download FMNIST training dataset and load training data 
trainset = datasets.FashionMNIST('~/.pytorch/FMNIST/', download=True, train=True, trans
trainloader = torch.utils.data.DataLoader(trainset, batch_size=64, shuffle=True) 
 
# Download FMNIST test dataset and load test data 
testset = datasets.FashionMNIST('~/.pytorch/FMNIST/', download=True, train=False, trans
testloader = torch.utils.data.DataLoader(testset, batch_size=64, shuffle=False)



    self.fc1 = nn.Linear(784, 128) 
    self.fc2 = nn.Linear(128,64) 
    self.fc3 = nn.Linear(64,10) 
     
  def forwardforward(self, x): 
    x = x.view(x.shape[0], -1) 
     
    x = F.relu(self.fc1(x)) 
    x = F.relu(self.fc2(x)) 
    x = self.fc3(x) 
    x = F.log_softmax(x, dim=1) 
     
 
     
model = FMNIST()   

from torch import optim 
 
criterion = nn.NLLLoss() 
optimizer = optim.SGD(model.parameters(), lr=0.01) 
 
num_epochs = 3 
 
for i in range(num_epochs): 
    cum_loss = 0 
     
    for images, labels in trainloader: 
        optimizer.zero_grad() 
        output = model(images) 
        loss = criterion(output, labels) 
        loss.backward() 
        optimizer.step() 
         
        cum_loss += loss.item() 
      
    print(f"Training loss: {cum_loss/len(trainloader)}")

--------------------------------------------------------------------------- 
TypeError                                 Traceback (most recent call last) 
<ipython-input-80-8cccddc102f6> in <module> 
     12         optimizer.zero_grad() 
     13         output = model(images) 
---> 14         loss = criterion(output, labels) 
     15         loss.backward() 
     16         optimizer.step() 
 
/usr/local/lib/python3.7/dist-packages/torch/nn/modules/module.py in _call_impl(self, 
*input, **kwargs) 
   1128         if not (self._backward_hooks or self._forward_hooks or 
self._forward_pre_hooks or _global_backward_hooks 
   1129                 or _global_forward_hooks or _global_forward_pre_hooks): 



-> 1130             return forward_call(*input, **kwargs) 
   1131         # Do not call functions when jit is used 
   1132         full_backward_hooks, non_full_backward_hooks = [], [] 
 
/usr/local/lib/python3.7/dist-packages/torch/nn/modules/loss.py in forward(self, input, 
target) 
    209  
    210     def forward(self, input: Tensor, target: Tensor) -> Tensor: 
--> 211         return F.nll_loss(input, target, weight=self.weight, 
ignore_index=self.ignore_index, reduction=self.reduction) 
    212  
    213  
 
/usr/local/lib/python3.7/dist-packages/torch/nn/functional.py in nll_loss(input, target, 
weight, size_average, ignore_index, reduce, reduction) 
   2687     if size_average is not None or reduce is not None: 
   2688         reduction = _Reduction.legacy_get_string(size_average, reduce) 
-> 2689     return torch._C._nn.nll_loss_nd(input, target, weight, 
_Reduction.get_enum(reduction), ignore_index) 
   2690  
   2691  
 
TypeError: nll_loss_nd(): argument 'input' (position 1) must be Tensor, not NoneType

So it looks like there seems to be a problem here, so let me just add a cell, and let me import the set_trace method.
Let's add the set_trace statement as part of the training loop.

from IPython.core.debugger import set_trace

# from torch import optim 
 
# criterion = nn.NLLLoss() 
# optimizer = optim.SGD(model.parameters(), lr=0.01) 
 
# num_epochs = 3 
 
# for i in range(num_epochs): 
#     cum_loss = 0 
     
#     for images, labels in trainloader: 
#         #set_trace() 
#         optimizer.zero_grad() 
#         output = model(images) 
#         loss = criterion(output, labels) 
#         loss.backward() 
#         optimizer.step() 
         
#         cum_loss += loss.item() 
      
#     print(f"Training loss: {cum_loss/len(trainloader)}")



So I've called the set_trace function here. So if we look at the code, we expect that the images and labels should be
populated from the trainloader, so let's check that this is the case and look into the images and labels.

So I can print out the actual value of the images and the labels. So images, and the labels, and you can see that
we've got both the images and the labels, so no problems there.

Now what Python type are the images on the labels? Let's �nd out. So type(images), type(labels). So this should
come as no surprise that the images are Tensor's.

Now if you want to get the sense of the context and where we are in the code, you can type in l for list to see where
we're at. So an l, and Enter, then you can see that we're just about to run the optimizer.zero_grad function.

So let's move on by typing n for next, and let's do a forward pass through the model, so I'm going to type in n, and
let's print out the value of the output, so print(output). Now that's odd, because we should have received the
prediction from our model, instead we've got nothing back, so let's get out of the Python debugger by typing q for
quit, and let's head over to the forward method within our class. So now we take in our input image, we pass it
through a linear layer, and run a relu, we then take the output of that as our input to the next linear layer and pass
that through a relu activation function, and �nally, we pass it through the third linear layer, and pass it through a
log_softmax.

So everything from the model looks good. What is missing is that we don't return the output of x at the end of the
function. So let's change that and see if that �xes our problem. We also want to comment out the set_trace before
we run the code again.

So, let's re-run the cell after making a change to the forward method, and we've commented out the set_trace, so
let's re-run this cell, and you can see that we're getting the training losses, so we can see that we are now training
our model, so that seems to have been the problem in our class de�nition.

Now let's just run through the rest of the code to make sure that we don't have any additional problems.

class FMNISTFMNIST(nn.Module): 
  def __init____init__(self): 
    super().__init__() 
    self.fc1 = nn.Linear(784, 128) 
    self.fc2 = nn.Linear(128,64) 
    self.fc3 = nn.Linear(64,10) 
     
  def forwardforward(self, x): 
    x = x.view(x.shape[0], -1) 
     
    x = F.relu(self.fc1(x)) 
    x = F.relu(self.fc2(x)) 
    x = self.fc3(x) 
    x = F.log_softmax(x, dim=1) 
     
    return x 
     
model = FMNIST()   

Now let's just run through the rest of the code to make sure that we don't have any additional problems.



from torch import optim 
 
criterion = nn.NLLLoss() 
optimizer = optim.SGD(model.parameters(), lr=0.01) 
 
num_epochs = 3 
 
for i in range(num_epochs): 
    cum_loss = 0 
     
    for images, labels in trainloader: 
        optimizer.zero_grad() 
        output = model(images) 
        loss = criterion(output, labels) 
        loss.backward() 
        optimizer.step() 
         
        cum_loss += loss.item() 
      
    print(f"Training loss: {cum_loss/len(trainloader)}")

Training loss: 1.0203297172210364 

Training loss: 0.5605792226249984 

Training loss: 0.49123803019396534 

import matplotlib.pyplot as plt 
%matplotlib inline 
 
images, labels = next(iter(testloader)) 
 
test_image_id = 0  
img = images[test_image_id].view(1, 784)  
 
with torch.no_grad(): 
    logps = model(img)

ps = torch.exp(logps) 
ps

nps = ps.numpy()[0] 
nps

def denormalizedenormalize(tensor): 
  tensor = tensor*0.5 + 0.5 

FMNIST_labels = ['T-shirt/top','Trouser','Pullover','Dress','Coat','Sandal','Shirt','Sp
plt.xticks(np.arange(10),labels=FMNIST_labels,rotation='vertical') 
plt.bar(np.arange(10), nps)



  return tensor 
   
img = img.view(28,-1) 
img = denormalize(img) 
plt.imshow(img,cmap='gray')

We predicted an ankle boot and we've got an ankle boot, and the rest of the code seems to run error free. So you
can see that the Python debugger is a huge help for troubleshooting, and is one of the many reasons why PyTorch
is so popular today.

⇨ Part Five: CPU to GPU
When training models in deep learning, we'll often use GPUs. Now GPUs, or graphical processing units, are not
replacement for CPU architecture, rather they're powerful accelerators for existing infrastructure. GPU accelerated
computing o�oads compute intensive portions of the applications to the GPU, while the remainder of the code still
runs on the CPU.

One way to think of it is CPUs are for general purpose computing and GPUs are great for intensive computational
calculations such as matrix multiplication which we use as part of training a neural network. Now training PyTorch
neural network on a GPU is easy. Fortunately for us, Google Colab gives us access to a GPU for free.

CUDA is a parallel computing platform and programming model developed by NVIDIA for general computing with
its own GPUs. When using GPUs, there are three things you want to do.

At the top of the notebook, specify the CUDA device.

Secondly you want to do a transfer from the neural network to the GPU.

And �nally, you want to send all of the inputs and the targets to the GPU.

Now there are two ways to make our notebook run on GPUs. You can select Edit, the Notebook Settings, then
change the Hardware Accelerator type from None, which is a CPU-based solution, to GPU. Or the other option you
have is to select Runtime, change Runtime Type, and again at the Hardware Accelerator drop-down menu select
GPU. I select Save.

# the first thing we want to do at the top of the notebook is to add a cell and  
# specify the CUDA device. 
 
device = torch.device('cuda' if torch.cuda.is_available() else 'cpu')

# Setting seeds to try and ensure we have the same results - this is not guaranteed acr
import torch 
torch.manual_seed(0) 
torch.backends.cudnn.deterministic = True 
torch.backends.cudnn.benchmark = False 
 
import numpy as np 
np.random.seed(0)

from torchvision import datasets, transforms 
import torch.nn.functional as F 



Downloading http://fashion-mnist.s3-website.eu-central-1.amazonaws.com/train-images-

idx3-ubyte.gz 

Downloading http://fashion-mnist.s3-website.eu-central-1.amazonaws.com/train-images-

idx3-ubyte.gz to /root/.pytorch/FMNIST/FashionMNIST/raw/train-images-idx3-ubyte.gz 

  0%|          | 0/26421880 [00:00<?, ?it/s]

Extracting /root/.pytorch/FMNIST/FashionMNIST/raw/train-images-idx3-ubyte.gz to 

/root/.pytorch/FMNIST/FashionMNIST/raw 

 

Downloading http://fashion-mnist.s3-website.eu-central-1.amazonaws.com/train-labels-

idx1-ubyte.gz 

Downloading http://fashion-mnist.s3-website.eu-central-1.amazonaws.com/train-labels-

idx1-ubyte.gz to /root/.pytorch/FMNIST/FashionMNIST/raw/train-labels-idx1-ubyte.gz 

  0%|          | 0/29515 [00:00<?, ?it/s]

Extracting /root/.pytorch/FMNIST/FashionMNIST/raw/train-labels-idx1-ubyte.gz to 

/root/.pytorch/FMNIST/FashionMNIST/raw 

 

Downloading http://fashion-mnist.s3-website.eu-central-1.amazonaws.com/t10k-images-

idx3-ubyte.gz 

Downloading http://fashion-mnist.s3-website.eu-central-1.amazonaws.com/t10k-images-

idx3-ubyte.gz to /root/.pytorch/FMNIST/FashionMNIST/raw/t10k-images-idx3-ubyte.gz 

  0%|          | 0/4422102 [00:00<?, ?it/s]

Extracting /root/.pytorch/FMNIST/FashionMNIST/raw/t10k-images-idx3-ubyte.gz to 

/root/.pytorch/FMNIST/FashionMNIST/raw 

 

Downloading http://fashion-mnist.s3-website.eu-central-1.amazonaws.com/t10k-labels-

idx1-ubyte.gz 

Downloading http://fashion-mnist.s3-website.eu-central-1.amazonaws.com/t10k-labels-

idx1-ubyte.gz to /root/.pytorch/FMNIST/FashionMNIST/raw/t10k-labels-idx1-ubyte.gz 

  0%|          | 0/5148 [00:00<?, ?it/s]

from torch import nn 
 
mean, std = (0.5,), (0.5,) 
 
# Create a transform and normalise data 
transform = transforms.Compose([transforms.ToTensor(), 
                                transforms.Normalize(mean, std) 
                              ]) 
 
# Download FMNIST training dataset and load training data 
trainset = datasets.FashionMNIST('~/.pytorch/FMNIST/', download=True, train=True, trans
trainloader = torch.utils.data.DataLoader(trainset, batch_size=64, shuffle=True) 
 
# Download FMNIST test dataset and load test data 
testset = datasets.FashionMNIST('~/.pytorch/FMNIST/', download=True, train=False, trans
testloader = torch.utils.data.DataLoader(testset, batch_size=64, shuffle=False)

https://jovian.ai/outlink?url=http%3A%2F%2Ffashion-mnist.s3-website.eu-central-1.amazonaws.com%2Ftrain-images-idx3-ubyte.gz
https://jovian.ai/outlink?url=http%3A%2F%2Ffashion-mnist.s3-website.eu-central-1.amazonaws.com%2Ftrain-images-idx3-ubyte.gz
https://jovian.ai/outlink?url=http%3A%2F%2Ffashion-mnist.s3-website.eu-central-1.amazonaws.com%2Ftrain-labels-idx1-ubyte.gz
https://jovian.ai/outlink?url=http%3A%2F%2Ffashion-mnist.s3-website.eu-central-1.amazonaws.com%2Ftrain-labels-idx1-ubyte.gz
https://jovian.ai/outlink?url=http%3A%2F%2Ffashion-mnist.s3-website.eu-central-1.amazonaws.com%2Ft10k-images-idx3-ubyte.gz
https://jovian.ai/outlink?url=http%3A%2F%2Ffashion-mnist.s3-website.eu-central-1.amazonaws.com%2Ft10k-images-idx3-ubyte.gz
https://jovian.ai/outlink?url=http%3A%2F%2Ffashion-mnist.s3-website.eu-central-1.amazonaws.com%2Ft10k-labels-idx1-ubyte.gz
https://jovian.ai/outlink?url=http%3A%2F%2Ffashion-mnist.s3-website.eu-central-1.amazonaws.com%2Ft10k-labels-idx1-ubyte.gz


Extracting /root/.pytorch/FMNIST/FashionMNIST/raw/t10k-labels-idx1-ubyte.gz to 

/root/.pytorch/FMNIST/FashionMNIST/raw 

 

class FMNISTFMNIST(nn.Module): 
  def __init____init__(self): 
    super().__init__() 
    self.fc1 = nn.Linear(784, 128) 
    self.fc2 = nn.Linear(128,64) 
    self.fc3 = nn.Linear(64,10) 
     
  def forwardforward(self, x): 
    x = x.view(x.shape[0], -1) 
     
    x = F.relu(self.fc1(x)) 
    x = F.relu(self.fc2(x)) 
    x = self.fc3(x) 
    x = F.log_softmax(x, dim=1) 
     
    return x 
 
model = FMNIST()

Now the next thing we want to do is to transfer our neural network, which is the FMNIST, to the GPU. So this is
moving your model from CPU memory to GPU memory. These methods will recursively go over all the modules and
convert their parameters and buffers to CUDA Tensor. So I'm just going to add a line of code here, and I say
model.to, and then I move it to my CPU memory by saying model to device.

model.to(device)

FMNIST( 
  (fc1): Linear(in_features=784, out_features=128, bias=True) 
  (fc2): Linear(in_features=128, out_features=64, bias=True) 
  (fc3): Linear(in_features=64, out_features=10, bias=True) 
)

Now because I've sent my model to GPU memory, I also need to send the inputs and the targets at every step to
the GPU too. So you load the images and labels from the trainloader and send them to GPU memory. So I say
images equals images and then to my GPU, and I do exactly the same thing for the labels.

Now that we've got both the images and labels in GPU memory, and our model in GPU memory, we're in a position
to train our network.

from torch import optim 
criterion = nn.NLLLoss() 
optimizer = optim.SGD(model.parameters(), lr=0.01) 
 
num_epochs = 3 
 
for i in range(num_epochs): 

https://jovian.ai/outlink?url=http%3A%2F%2Fmodel.to


    cum_loss = 0 
     
    for images, labels in trainloader: 
        images = images.to(device) 
        labels = labels.to(device) 
        optimizer.zero_grad() 
        output = model(images) 
        loss = criterion(output, labels) 
        loss.backward() 
        optimizer.step() 
         
        cum_loss += loss.item() 
      
    print(f"Training loss: {cum_loss/len(trainloader)}")

Training loss: 1.0341349775666622 

Training loss: 0.5616604951716689 

Training loss: 0.49200374933321084 

Now what you'll �nd is that when we're training, we want to be using GPU memory. When we're testing, we want to
be using the CPUs, so we'll need to copy the model over from the GPU memory to the CPU. Now we don't need to
do anything to the inputs, as the testloader is by default on CPU memory, so what we did in the training step was
to take the training images and labels and then move them across to the GPU memory.

So in this next section, because we're going to be actually testing our model, I'm going to move the model back to
CPU memory. So I say model.to CPU, and I should be able to run the next couple of cells as per normal.

import matplotlib.pyplot as plt 
%matplotlib inline 
 
images, labels = next(iter(testloader)) 
 
test_image_id = 0  
img = images[test_image_id].view(1, 784)  
 
model.to('cpu') 
with torch.no_grad(): 
    logps = model(img)

ps = torch.exp(logps) 
ps

tensor([[2.4515e-06, 9.3205e-07, 1.3468e-05, 2.5927e-06, 6.9470e-06, 1.0324e-01, 
         6.1028e-06, 5.1936e-01, 5.0233e-03, 3.7235e-01]])

nps = ps.numpy()[0] 
nps

array([2.45154115e-06, 9.32050739e-07, 1.34677730e-05, 2.59269177e-06, 
       6.94703022e-06, 1.03240624e-01, 6.10280222e-06, 5.19356072e-01, 
       5.02330670e-03, 3.72347474e-01], dtype=float32)

https://jovian.ai/outlink?url=http%3A%2F%2Fmodel.to


<BarContainer object of 10 artists>

def denormalizedenormalize(tensor): 
  tensor = tensor*0.5 + 0.5 
  return tensor 
   
img = img.view(28,-1) 
img = denormalize(img) 
plt.imshow(img,cmap='gray')

<matplotlib.image.AxesImage at 0x7f14a0040d10>

So let's see what error message we get if we actually have the FashionMNIST model on GPU and our input and our
labels on CPU memory.

model.to(device)

FMNIST( 
  (fc1): Linear(in_features=784, out_features=128, bias=True) 

FMNIST_labels = ['T-shirt/top','Trouser','Pullover','Dress','Coat','Sandal','Shirt','Sp
plt.xticks(np.arange(10),labels=FMNIST_labels,rotation='vertical') 
plt.bar(np.arange(10), nps)



  (fc2): Linear(in_features=128, out_features=64, bias=True) 
  (fc3): Linear(in_features=64, out_features=10, bias=True) 
)

import matplotlib.pyplot as plt 
%matplotlib inline 
 
images, labels = next(iter(testloader)) 
 
test_image_id = 0  
img = images[test_image_id].view(1, 784)  
 
# model.to('cpu') 
with torch.no_grad(): 
    logps = model(img)

--------------------------------------------------------------------------- 
RuntimeError                              Traceback (most recent call last) 
<ipython-input-14-7d8e1e98b615> in <module> 
      9 # model.to('cpu') 
     10 with torch.no_grad(): 
---> 11     logps = model(img) 
 
/usr/local/lib/python3.7/dist-packages/torch/nn/modules/module.py in _call_impl(self, 
*input, **kwargs) 
   1128         if not (self._backward_hooks or self._forward_hooks or 
self._forward_pre_hooks or _global_backward_hooks 
   1129                 or _global_forward_hooks or _global_forward_pre_hooks): 
-> 1130             return forward_call(*input, **kwargs) 
   1131         # Do not call functions when jit is used 
   1132         full_backward_hooks, non_full_backward_hooks = [], [] 
 
<ipython-input-5-e75dbaeea32f> in forward(self, x) 
      9     x = x.view(x.shape[0], -1) 
     10  
---> 11     x = F.relu(self.fc1(x)) 
     12     x = F.relu(self.fc2(x)) 
     13     x = self.fc3(x) 
 
/usr/local/lib/python3.7/dist-packages/torch/nn/modules/module.py in _call_impl(self, 
*input, **kwargs) 
   1128         if not (self._backward_hooks or self._forward_hooks or 
self._forward_pre_hooks or _global_backward_hooks 
   1129                 or _global_forward_hooks or _global_forward_pre_hooks): 
-> 1130             return forward_call(*input, **kwargs) 
   1131         # Do not call functions when jit is used 
   1132         full_backward_hooks, non_full_backward_hooks = [], [] 
 
/usr/local/lib/python3.7/dist-packages/torch/nn/modules/linear.py in forward(self, 
input) 



    112  
    113     def forward(self, input: Tensor) -> Tensor: 
--> 114         return F.linear(input, self.weight, self.bias) 
    115  
    116     def extra_repr(self) -> str: 
 
RuntimeError: Expected all tensors to be on the same device, but found at least two 
devices, cuda:0 and cpu! (when checking argument for argument mat1 in method 
wrapper_addmm)

So the model is on the GPU memory and the test labels and the test images are going to be on CPU memory. And
you can see that you get an error message that says runtime error, expected object of backend CUDA but got
backend CPU for argument. This is because your model is on GPU memory but your inputs and labels are on CPU
memory, so it's really important to remember to keep both your models and your inputs on the same type of
memory.

model.to('cpu')

FMNIST( 
  (fc1): Linear(in_features=784, out_features=128, bias=True) 
  (fc2): Linear(in_features=128, out_features=64, bias=True) 
  (fc3): Linear(in_features=64, out_features=10, bias=True) 
)

⇨ Part Five: Validation
Now �rstly, we don't need to calculate any gradients, so let's do all this code within a torch no grad clause. We use
the num correct variable to store the numbers where the predictions match the labels, and the total variable will
track the number of images that we're testing. We'll use this a little later.

So we get the images and the labels from the test loader, and then a forward pass through the model, and the
predictions are stored in logps . Now remember that these are log values, so we need to use the exponent if we
want to convert to a probability.

Now we just want to make sure that everything's running okay for this batch of code, so I'll quit after just one pass
by setting the condition: if count is greater than zero break. So let's run this cell of code and make sure everything's
running as expected.

with torch.no_grad(): 
    num_correct = 0 
    total = 0 
 
    cnt = 0 
    for images, labels in testloader: 
         
        logps = model(images) 
        output = torch.exp(logps) 
        print(output) 
        cnt+=1 
         



        if cnt > 0: 
          break

tensor([[2.4515e-06, 9.3205e-07, 1.3468e-05, 2.5927e-06, 6.9470e-06, 1.0324e-01, 

         6.1028e-06, 5.1936e-01, 5.0233e-03, 3.7235e-01], 

        [7.1871e-04, 5.5712e-05, 9.5025e-01, 8.8760e-05, 1.4278e-02, 5.7962e-06, 

         3.4266e-02, 4.6217e-09, 3.3849e-04, 1.9789e-07], 

        [6.1849e-06, 9.9988e-01, 2.1352e-05, 5.8253e-05, 3.0146e-05, 1.0067e-08, 

         7.3249e-08, 4.4291e-07, 1.5137e-09, 4.3240e-09], 

        [1.8050e-06, 9.9970e-01, 2.7454e-05, 2.4653e-04, 2.3799e-05, 7.7930e-08, 

         6.2699e-08, 2.0121e-06, 3.8758e-09, 2.5429e-08], 

        [1.2275e-01, 1.4259e-03, 2.5452e-01, 1.6548e-02, 1.6527e-02, 2.5965e-04, 

         5.8155e-01, 2.2259e-06, 6.4078e-03, 1.1657e-05], 

        [8.2677e-04, 9.9306e-01, 6.4942e-04, 1.4331e-03, 3.9725e-03, 2.5394e-07, 

         4.8652e-05, 3.8878e-06, 4.6077e-07, 1.2059e-07], 

        [1.3261e-02, 2.5779e-03, 1.0355e-01, 1.2816e-03, 7.5232e-01, 1.3974e-04, 

         1.2522e-01, 1.7023e-06, 1.6435e-03, 1.1662e-06], 

        [7.0407e-03, 9.3877e-04, 1.8380e-01, 4.3295e-03, 2.1736e-01, 4.9266e-04, 

         5.7586e-01, 1.5167e-06, 1.0177e-02, 6.2450e-06], 

        [1.2334e-02, 8.6994e-03, 3.5207e-02, 3.9956e-02, 6.2321e-03, 6.1050e-01, 

         1.1335e-02, 2.4786e-01, 2.6425e-02, 1.4498e-03], 

        [7.8753e-06, 8.3064e-06, 1.1249e-05, 4.3371e-05, 2.4021e-05, 9.6332e-03, 

         6.2560e-06, 9.8830e-01, 8.9007e-04, 1.0772e-03], 

        [6.4040e-04, 2.4516e-02, 5.2355e-01, 1.1286e-03, 4.1509e-01, 4.4645e-05, 

         3.4867e-02, 4.0933e-07, 1.5713e-04, 3.3700e-06], 

        [1.1006e-04, 8.0360e-05, 1.3788e-03, 1.2827e-04, 4.2213e-04, 6.5259e-01, 

         3.2264e-04, 2.7803e-01, 1.4778e-02, 5.2157e-02], 

        [3.9806e-04, 2.8162e-04, 5.0109e-03, 3.4929e-03, 1.9388e-03, 7.5638e-01, 

         1.0137e-03, 1.2811e-01, 1.0220e-01, 1.1828e-03], 

        [1.3370e-03, 4.9537e-03, 2.7089e-04, 9.9063e-01, 3.0684e-04, 3.5103e-06, 

         3.8530e-04, 1.6558e-03, 4.3811e-04, 1.6324e-05], 

        [4.0513e-04, 1.4985e-04, 3.5515e-02, 6.0544e-04, 8.9825e-01, 5.8348e-06, 

         6.0184e-02, 2.5865e-07, 4.8811e-03, 2.1664e-06], 

        [1.2144e-04, 9.8980e-01, 4.1827e-04, 9.2755e-03, 3.6253e-04, 4.3697e-07, 

         9.4877e-06, 1.2164e-05, 2.4789e-07, 2.4711e-07], 

        [6.0509e-02, 1.6067e-02, 8.0553e-01, 5.1827e-03, 2.1785e-02, 4.8712e-04, 

         8.9792e-02, 1.4321e-06, 6.3750e-04, 4.9065e-06], 

        [2.2442e-02, 3.9451e-04, 4.0716e-01, 2.3209e-03, 1.9587e-01, 4.4488e-05, 

         3.6297e-01, 3.4641e-07, 8.7917e-03, 3.6460e-06], 

        [5.8051e-04, 7.9234e-06, 4.2956e-03, 7.8560e-05, 2.0246e-03, 7.9068e-03, 

         2.7387e-03, 2.2828e-03, 9.7811e-01, 1.9775e-03], 

        [9.4700e-01, 9.3699e-05, 3.2585e-03, 3.1032e-03, 1.0803e-04, 8.0191e-08, 

         4.6400e-02, 5.3020e-09, 3.6315e-05, 8.0705e-09], 

        [4.0712e-01, 1.5432e-02, 2.5463e-01, 1.8915e-02, 3.7023e-02, 1.5489e-03, 



         2.4888e-01, 7.1650e-05, 1.5867e-02, 5.0812e-04], 

        [2.6165e-05, 7.7676e-05, 3.5147e-04, 2.0401e-04, 2.8954e-04, 2.7746e-01, 

         5.1647e-05, 7.0918e-01, 8.8142e-03, 3.5470e-03], 

        [5.2233e-08, 3.2752e-07, 6.9789e-07, 6.4412e-07, 1.3759e-06, 7.1266e-03, 

         7.0374e-08, 9.8676e-01, 3.2278e-04, 5.7843e-03], 

        [5.0756e-06, 4.3777e-06, 2.0837e-05, 9.5659e-06, 9.2902e-06, 1.6177e-01, 

         3.8276e-06, 8.0283e-01, 1.3691e-03, 3.3971e-02], 

        [1.9789e-06, 9.9976e-01, 1.5431e-05, 1.9954e-04, 1.7672e-05, 9.0688e-08, 

         3.9383e-08, 4.1490e-06, 4.2914e-09, 2.4606e-08], 

        [3.9042e-03, 4.0614e-03, 8.8488e-01, 1.1339e-02, 3.4380e-02, 2.0013e-03, 

         5.5161e-02, 4.8701e-06, 4.2604e-03, 5.4494e-06], 

        [1.2351e-03, 2.2544e-04, 1.7381e-01, 5.3936e-04, 4.1537e-01, 2.1876e-05, 

         4.0581e-01, 6.4133e-08, 2.9882e-03, 3.1883e-06], 

        [4.6142e-01, 3.5678e-02, 1.2054e-02, 3.9963e-01, 3.1471e-02, 2.1085e-07, 

         5.9559e-02, 3.7615e-06, 1.8235e-04, 3.4109e-07], 

        [6.1955e-07, 1.4319e-07, 1.8957e-06, 3.4380e-07, 1.6081e-06, 1.4657e-02, 

         9.8488e-07, 3.8368e-01, 3.4328e-03, 5.9823e-01], 

        [7.2827e-02, 2.4819e-03, 1.0388e-02, 2.1846e-01, 3.9661e-01, 1.3880e-06, 

         2.9392e-01, 1.1718e-05, 5.2990e-03, 1.9224e-06], 

        [5.4346e-06, 1.0787e-07, 1.2004e-04, 1.4554e-05, 5.9967e-04, 6.6738e-04, 

         1.5997e-04, 2.4443e-04, 9.9807e-01, 1.1819e-04], 

        [1.3178e-02, 2.7095e-05, 9.3451e-03, 3.8932e-02, 3.1236e-03, 6.7887e-04, 

         3.1680e-02, 1.0692e-04, 9.0290e-01, 3.1258e-05], 

        [7.2220e-03, 9.1484e-03, 5.0413e-03, 9.5752e-01, 4.9127e-03, 2.5721e-04, 

         7.4546e-03, 2.5300e-03, 5.8578e-03, 5.3851e-05], 

        [5.2540e-02, 9.4517e-04, 2.0128e-02, 8.4669e-01, 8.8427e-03, 6.1569e-07, 

         6.8958e-02, 5.1388e-06, 1.8948e-03, 3.3662e-07], 

        [3.3200e-04, 6.5533e-06, 1.2332e-02, 2.6091e-03, 1.3720e-03, 3.1283e-03, 

         3.3957e-03, 1.6512e-04, 9.7662e-01, 3.8817e-05], 

        [7.2588e-01, 8.3203e-04, 2.7329e-02, 3.7309e-02, 1.5293e-03, 3.7710e-05, 

         2.0590e-01, 1.9662e-06, 1.1865e-03, 9.1562e-07], 

        [2.0311e-06, 7.9320e-06, 3.6577e-06, 8.4303e-06, 1.3656e-05, 5.5231e-03, 

         1.4843e-06, 9.9247e-01, 2.2166e-04, 1.7439e-03], 

        [2.4394e-03, 8.7947e-04, 6.4272e-03, 5.1548e-03, 7.7659e-04, 8.7797e-01, 

         3.4052e-03, 9.4356e-02, 7.4244e-03, 1.1666e-03], 

        [1.1616e-06, 8.0941e-06, 7.9670e-06, 5.5843e-06, 2.5933e-05, 6.0967e-03, 

         1.2493e-06, 9.9163e-01, 3.9383e-04, 1.8264e-03], 

        [5.7028e-08, 1.0720e-08, 1.6035e-07, 1.3174e-08, 8.7576e-08, 2.2761e-03, 

         1.1932e-07, 3.1538e-02, 3.2758e-04, 9.6586e-01], 

        [6.5354e-01, 1.3156e-05, 1.9068e-03, 2.7296e-03, 9.1120e-04, 5.7089e-08, 

         3.4066e-01, 7.3613e-09, 2.3921e-04, 3.6493e-08], 

        [3.4920e-06, 9.9980e-01, 1.4595e-05, 1.3375e-04, 4.2051e-05, 1.8338e-08, 

         7.9505e-08, 6.2550e-06, 2.3977e-09, 5.5040e-08], 



        [1.7740e-01, 9.0506e-03, 6.8771e-02, 2.2837e-01, 2.2529e-01, 2.4743e-06, 

         2.8815e-01, 2.0979e-06, 2.9642e-03, 4.0806e-07], 

        [1.4197e-07, 6.4153e-08, 2.8358e-07, 3.5507e-08, 1.5131e-07, 1.2267e-02, 

         1.0840e-07, 4.4180e-01, 1.3040e-04, 5.4580e-01], 

        [3.6532e-03, 1.2075e-04, 1.9088e-01, 1.5806e-03, 2.3796e-01, 3.8626e-06, 

         5.6397e-01, 1.1790e-08, 1.8300e-03, 1.6116e-07], 

        [3.1292e-04, 6.0267e-05, 6.0074e-04, 2.5721e-04, 1.8192e-04, 3.6901e-01, 

         4.1967e-04, 5.5590e-01, 1.9443e-02, 5.3822e-02], 

        [2.3563e-02, 1.0023e-03, 8.0621e-01, 2.6669e-03, 1.9692e-02, 4.3746e-05, 

         1.4517e-01, 1.0285e-07, 1.6467e-03, 2.6554e-06], 

        [3.8539e-04, 9.6610e-01, 4.8293e-04, 3.1931e-02, 1.0084e-03, 2.3025e-07, 

         2.2749e-05, 6.4947e-05, 7.6031e-07, 7.6460e-07], 

        [1.0706e-03, 3.3203e-02, 6.8687e-01, 8.8109e-03, 2.4788e-01, 3.0296e-04, 

         2.1073e-02, 4.0777e-06, 7.8980e-04, 4.0214e-06], 

        [6.5241e-03, 2.4371e-04, 3.0170e-01, 2.3460e-03, 8.0648e-02, 4.6144e-05, 

         6.0406e-01, 9.2577e-08, 4.4236e-03, 1.9915e-06], 

        [1.0896e-02, 6.0218e-04, 3.1095e-01, 8.9056e-04, 4.1863e-01, 7.3020e-05, 

         2.4990e-01, 4.5581e-07, 8.0516e-03, 7.2361e-06], 

        [5.0243e-03, 1.3385e-03, 8.1450e-01, 2.7802e-03, 3.1805e-02, 1.3445e-03, 

         1.4101e-01, 8.7188e-07, 2.1980e-03, 1.9702e-06], 

        [3.9800e-03, 3.9066e-03, 1.2487e-02, 1.1298e-02, 1.2963e-03, 6.9268e-01, 

         3.3813e-03, 2.5720e-01, 8.2011e-03, 5.5783e-03], 

        [5.0455e-02, 1.7696e-04, 1.4755e-01, 1.8081e-03, 2.3664e-02, 3.3963e-03, 

         5.3502e-01, 1.1591e-05, 2.3686e-01, 1.0590e-03], 

        [8.2620e-03, 4.0583e-02, 6.2244e-01, 2.3615e-02, 2.6862e-01, 4.1833e-05, 

         3.5336e-02, 1.9991e-06, 1.0973e-03, 1.2488e-06], 

        [4.5906e-02, 1.9877e-03, 8.8041e-01, 1.6962e-03, 7.5707e-03, 1.1131e-04, 

         6.0827e-02, 2.2547e-07, 1.4886e-03, 6.3350e-06], 

        [3.8533e-04, 6.6427e-07, 1.3160e-03, 3.5937e-05, 2.7795e-03, 3.3298e-04, 

         2.2456e-03, 8.6483e-05, 9.9277e-01, 5.1247e-05], 

        [4.7749e-04, 4.8072e-04, 5.2716e-01, 1.0913e-03, 3.7817e-01, 2.5261e-05, 

         9.0648e-02, 1.4686e-07, 1.9444e-03, 1.1320e-06], 

        [3.0880e-04, 3.8740e-07, 1.0639e-03, 2.2397e-05, 1.0658e-03, 6.3780e-04, 

         2.0157e-03, 1.5624e-04, 9.9465e-01, 7.4265e-05], 

        [8.0314e-01, 2.0063e-02, 4.9102e-02, 3.4315e-02, 3.7350e-03, 1.6446e-04, 

         8.8954e-02, 1.8974e-05, 4.9519e-04, 6.7728e-06], 

        [8.2991e-07, 1.8819e-06, 2.3894e-06, 4.3042e-06, 3.6425e-06, 7.6263e-03, 

         6.4307e-07, 9.9094e-01, 1.5334e-04, 1.2657e-03], 

        [3.1571e-07, 5.6507e-07, 1.9555e-06, 2.2645e-06, 3.3866e-06, 1.4580e-02, 

         4.5950e-07, 9.7019e-01, 1.1902e-03, 1.4032e-02], 

        [1.2541e-06, 1.0646e-06, 2.1180e-04, 1.3135e-05, 1.1684e-03, 5.3986e-03, 

         3.4790e-05, 7.7820e-03, 9.8270e-01, 2.6895e-03], 



        [6.8188e-04, 1.7935e-04, 2.9221e-03, 7.1801e-04, 3.1796e-04, 9.4917e-01, 

         1.2714e-03, 3.4143e-02, 7.4725e-03, 3.1260e-03]]) 

Now here, each of these lines corresponds to the probability that the neural network predicts it's one of the
classes. So if you want the class with the highest probability, all we need to do is to grab the index with the highest
value, using a highest function like argmax. And what we'll do is we'll keep a track of all of the images using the
total variable.

with torch.no_grad(): 
    num_correct = 0 
    total = 0 
 
    #set_trace() 
    for images, labels in testloader: 
         
        logps = model(images) 
        output = torch.exp(logps) 
         
        pred = torch.argmax(output, 1) 
        total += labels.size(0) 

Now if you look at the last couple of entries for the predictions and the labels, you can see that they're almost
identical. So that's displaying what's in the tensor pred and labels.

pred, labels

(tensor([3, 1, 7, 5, 8, 2, 5, 2, 8, 9, 1, 9, 1, 8, 1, 5]), 
 tensor([3, 2, 7, 5, 8, 4, 5, 6, 8, 9, 1, 9, 1, 8, 1, 5]))

So we can compare the entire pred and labels and where they're the same, we'll get a value of one and where
they're not the same it's going to be a zero. That's why we can use the pred equals equals labels and then do a sum
of that to get the total number of correct entries.

pred == labels

tensor([ True, False,  True,  True,  True, False,  True, False,  True,  True, 
         True,  True,  True,  True,  True,  True])

The item function that we've stuck onto the end, gives you a number from a tensor containing a single value. And
�nally, in the last line we can print the percentage accuracy as being the number of correct divided by the total
number of labels. And you can see that the accuracy of the model for the 10,000 test images is approximately
82%.

with torch.no_grad(): 
    num_correct = 0 
    total = 0 
 
    #set_trace() 
    for images, labels in testloader: 
         



Accuracy of the model on the 10000 test images: 81.68%  

⇨ PyTorch playground

device = torch.device("cuda" if torch.cuda.is_available() else "cpu") 
print(device) 

cuda 

class FMNISTFMNIST(nn.Module): 
  def __init____init__(self): 
    super().__init__() 

        logps = model(images) 
        output = torch.exp(logps) 
         
        pred = torch.argmax(output, 1) 
        total += labels.size(0) 
        num_correct += (pred == labels).sum().item() 
 
    print(f'Accuracy of the model on the 10000 test images: {num_correct * 100 / total}

# Setting seeds to try and ensure we have the same results - this is not guaranteed acr
import torch 
torch.manual_seed(0) 
torch.backends.cudnn.deterministic = True 
torch.backends.cudnn.benchmark = False 
 
import numpy as np 
np.random.seed(0)

from torchvision import datasets, transforms 
import torch.nn.functional as F 
from torch import nn 
 
mean, std = (0.5,), (0.5,) 
 
# Create a transform and normalise data 
transform = transforms.Compose([transforms.ToTensor(), 
                                transforms.Normalize(mean, std) 
                              ]) 
 
# Download FMNIST training dataset and load training data 
trainset = datasets.FashionMNIST('~/.pytorch/FMNIST/', download=True, train=True, trans
trainloader = torch.utils.data.DataLoader(trainset, batch_size=64, shuffle=True) 
 
# Download FMNIST test dataset and load test data 
testset = datasets.FashionMNIST('~/.pytorch/FMNIST/', download=True, train=False, trans
testloader = torch.utils.data.DataLoader(testset, batch_size=64, shuffle=False)



    self.fc1 = nn.Linear(784, 128) 
    self.fc2 = nn.Linear(128,64) 
    self.fc3 = nn.Linear(64,10) 
     
  def forwardforward(self, x): 
    x = x.view(x.shape[0], -1) 
     
    x = F.relu(self.fc1(x)) 
    x = F.relu(self.fc2(x)) 
    x = self.fc3(x) 
    x = F.log_softmax(x, dim=1) 
     
    return x 
 
model = FMNIST()

model.to(device)

FMNIST( 
  (fc1): Linear(in_features=784, out_features=128, bias=True) 
  (fc2): Linear(in_features=128, out_features=64, bias=True) 
  (fc3): Linear(in_features=64, out_features=10, bias=True) 
)

The only change we have made to the code is that we are going to track the training loss, the testing loss and
the accuracy across the 30 epochs.

We'll print out the train loss, the test loss and the accuracy after each epoch.

Because we are running this over 30 epochs this will take a bit longer to run - approx 15 minutes.

from torch import optim 
criterion = nn.NLLLoss() 
optimizer = optim.SGD(model.parameters(), lr=0.01) 
 
num_epochs = 30 
train_tracker, test_tracker, accuracy_tracker = [], [], [] 
 
 
for i in range(num_epochs): 
    cum_loss = 0 
     
    for batch, (images, labels) in enumerate(trainloader,1): 
        images = images.to(device) 
        labels = labels.to(device) 
         
        optimizer.zero_grad() 
        output = model(images) 
        loss = criterion(output, labels) 
        loss.backward() 
        optimizer.step() 
         



Epoch(1/30) | Training loss: 1.0330898230835828 | Test loss: 0.6479068924287322 | 

Accuracy : 0.7614 

Epoch(2/30) | Training loss: 0.5597374950771901 | Test loss: 0.5414081445545148 | 

Accuracy : 0.8039 

Epoch(3/30) | Training loss: 0.4903963123049055 | Test loss: 0.4971817100693466 | 

Accuracy : 0.8194 

Epoch(4/30) | Training loss: 0.4554869087615501 | Test loss: 0.47312212540845205 | 

Accuracy : 0.8298 

Epoch(5/30) | Training loss: 0.4310528090450047 | Test loss: 0.45723548284761467 | 

Accuracy : 0.835 

Epoch(6/30) | Training loss: 0.4134255885315348 | Test loss: 0.44864174571766213 | 

Accuracy : 0.8359 

Epoch(7/30) | Training loss: 0.399817388893953 | Test loss: 0.4298076530930343 | 

Accuracy : 0.8478 

Epoch(8/30) | Training loss: 0.388061835392833 | Test loss: 0.4293592136566806 | 

Accuracy : 0.8439 

Epoch(9/30) | Training loss: 0.3774932924427712 | Test loss: 0.41148661741405534 | 

Accuracy : 0.8523 

        cum_loss += loss.item() 
     
    train_tracker.append(cum_loss/len(trainloader)) 
    print(f"Epoch({i+1}/{num_epochs}) | Training loss: {cum_loss/len(trainloader)} | ",
     
    test_loss = 0 
    num_correct = 0 
    total = 0 
     
    for batch, (images, labels) in enumerate(testloader,1): 
        images = images.to(device) 
        labels = labels.to(device) 
         
        logps = model(images) 
        batch_loss = criterion(logps, labels)         
        test_loss += batch_loss.item() 
         
        output = torch.exp(logps) 
        pred = torch.argmax(output, 1) 
        total += labels.size(0) 
        num_correct += (pred == labels).sum().item() 
     
    test_tracker.append(test_loss/len(testloader)) 
    print(f"Test loss: {test_loss/len(testloader)} | ", end='') 
    accuracy_tracker.append(num_correct/total) 
    print(f'Accuracy : {num_correct/total}')         
print(f'\nNumber correct : {num_correct}, Total : {total}') 
print(f'Accuracy of the model after 30 epochs on the 10000 test images: {num_correct * 
     
    



Epoch(10/30) | Training loss: 0.36851061820221354 | Test loss: 0.4274013562566915 | 

Accuracy : 0.8427 

Epoch(11/30) | Training loss: 0.360288798094177 | Test loss: 0.4050957746566481 | 

Accuracy : 0.8553 

Epoch(12/30) | Training loss: 0.3528367919581277 | Test loss: 0.442640547444866 | 

Accuracy : 0.842 

Epoch(13/30) | Training loss: 0.34551923679136265 | Test loss: 0.3942889951786418 | 

Accuracy : 0.8599 

Epoch(14/30) | Training loss: 0.3393631616968717 | Test loss: 0.385670344730851 | 

Accuracy : 0.8614 

Epoch(15/30) | Training loss: 0.3335536307871723 | Test loss: 0.3839634743275916 | 

Accuracy : 0.8618 

Epoch(16/30) | Training loss: 0.32737260671662116 | Test loss: 0.37746300372728114 | 

Accuracy : 0.867 

Epoch(17/30) | Training loss: 0.32203575862305506 | Test loss: 0.3799787531043314 | 

Accuracy : 0.8627 

Epoch(18/30) | Training loss: 0.3169646824934462 | Test loss: 0.38316315251171207 | 

Accuracy : 0.8628 

Epoch(19/30) | Training loss: 0.31197599076957844 | Test loss: 0.3653619491560444 | 

Accuracy : 0.8674 

Epoch(20/30) | Training loss: 0.3071116164866795 | Test loss: 0.3709522712572365 | 

Accuracy : 0.8697 

Epoch(21/30) | Training loss: 0.3017437636280365 | Test loss: 0.36106638838151456 | 

Accuracy : 0.8728 

Epoch(22/30) | Training loss: 0.2983515392075469 | Test loss: 0.36962069514071105 | 

Accuracy : 0.8668 

Epoch(23/30) | Training loss: 0.2934731903678573 | Test loss: 0.357472366493219 | 

Accuracy : 0.8702 

Epoch(24/30) | Training loss: 0.28921857981412397 | Test loss: 0.3545182277062896 | 

Accuracy : 0.8733 

Epoch(25/30) | Training loss: 0.2855971241270555 | Test loss: 0.3524002528684154 | 

Accuracy : 0.8745 

Epoch(26/30) | Training loss: 0.2807486147673399 | Test loss: 0.3812956469264 | 

Accuracy : 0.8648 

Epoch(27/30) | Training loss: 0.2763775169356927 | Test loss: 0.35617227785906214 | 

Accuracy : 0.8739 

Epoch(28/30) | Training loss: 0.2735283151745542 | Test loss: 0.3554404157741814 | 

Accuracy : 0.8743 

Epoch(29/30) | Training loss: 0.270145039449432 | Test loss: 0.35572395990988254 | 

Accuracy : 0.8723 

Epoch(30/30) | Training loss: 0.266094913233572 | Test loss: 0.35367005076378016 | 

Accuracy : 0.8778 

 



Number correct : 8778, Total : 10000 

Accuracy of the model after 30 epochs on the 10000 test images: 87.78%  

Has the accuracy of the model increased?

Now plot the training loss vs the test loss over 30 epochs.

import matplotlib.pyplot as plt 
%matplotlib inline 
plt.plot(train_tracker, label='Training loss') 
plt.plot(test_tracker, label='Test loss') 
plt.legend()

<matplotlib.legend.Legend at 0x7f00c8cb33c8>

Now add the accuracy to the mix.

import matplotlib.pyplot as plt 
%matplotlib inline 
plt.plot(train_tracker, label='Training loss') 
plt.plot(test_tracker, label='Test loss') 
plt.plot(accuracy_tracker, label='Test accuracy') 
plt.legend()

<matplotlib.legend.Legend at 0x7f00c8da8f98>



Further challenges and experiments
Can you get better accuracy from a model if you :

Add more layers?

Change the number of nodes in the layers?

Train over fewer/higher epochs?

Can you improve on your results if you add additional layers like Dropout

https://jovian.ai/outlink?url=https%3A%2F%2Fpytorch.org%2Fdocs%2Fmaster%2Fnn.html%23torch.nn.Dropout

